Lecture 4: Learning, Generalization, and Underspecification

CS120: Introduction to Al Safety - October 1, 2026, Zachary Robertson



e We now turn our attention towards learned predictors as components of systems. The technical focus is how a predictor’'s behavior is shaped
by its development system. The safety analysis asks how that behavior can contribute to harm scenarios.



From system assurance to model behavior

Module 2 Module 3 Module 4 Module 5

Model Agent Interaction Institutional
behavior policy process ecosystem

shortcut learning reward hacking sycophancy benchmark gaming

miscalibration specification gaming feedback-loop amplification endogenous evaluation

Course sequence, not a hierarchy

How is a predictor’'s behavior shaped by its development system?

How can that behavior contribute to harm scenarios in the system?
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e The technical focus here is narrow; the safety analysis is broader. Prediction accuracy is evidence about one component, not the whole system.
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Roadmap

Learn a predictor inside an ordering system

Evaluate a claim, not just a score

Probe what the pipeline leaves unresolved




e We walk through problem formulation, model specification, learning, and inference inside one hypothetical food-ordering system.



Reflex-based prediction

input predictor output

T — f — Y

A predictor function f takes an input x and produces an output y.

Binary classification: f(x) € {—1,+41}.

The space of possible predictors H is the hypothesis class.

Adapted from CS221 Spring 2026, Reflex-based models
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e Machine learning is the process of turning data into a model. After learning a model, inference can convert inputs into predictions for

downstream tasks.
e Modeling chooses a family, learning fits a member, and inference applies the fitted predictor. We search the hypothesis class using a loss

function and an optimization algorithm.



Formulate the preference problem

Fix one customer. If the requested item is unavailable, compare substitutes (z, z).

x = Apple 2z = Spinach
y=—1 y =+l
Selection of z Selection of z

Intended construct: preference between food types at comparable freshness.

Recorded comparisons may instead confound food type with freshness.
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e Features can represent food type, freshness, and other properties. Labels record this customer’s choices in binary-choice experiments. Freshness
can genuinely influence those choices without identifying the intended matched-freshness preference.



STPA 1: purpose, harm, and hazard

Hypothetical service: equal prices, comparable acceptable freshness, delegated ordering without confirma-
tion of each purchase.

The customer is charged for the alternative they would reject in favor of the

Harm Ly
other.

Hazard Hr A predicted choice can become a nonrefundable purchase without an effec-
tive opportunity for the customer to confirm or correct it.

Constraint SC» Prevent nonrefundable purchase of an order that would contradict the cus-

tomer’s intended choice.

The hazard is an upstream condition rather than the charge itself.
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e Systems-Theoretic Process Analysis (STPA) begins with the purpose, harms, hazards, and boundary. Here the purpose is to learn how
preference predictions contribute to unwanted purchasing and what could prevent or limit this from happening. We set aside food hygiene,
dietary restrictions, and changes in preference during an ordering episode.

e The hazard does not create a harm if the prediction matches the customer’s intended choice.



STPA 2: controller, process, and feedback

Comparison

collection

Pairs and choices

(z,2,y)

\/

Model fitting

and evaluation

Install @

(not an order)

Ordering-system boundary
Ordering controller
\/
Shbmit / cancel Merchant
Available (z,2) Preference v Ordering -
. ) = order 4 charge
food pair predictor Tielies rule <
process
Order status
Order notice Correction /
cancel request
\/
Customer

— Data / installation —p Control action —p Status / notice / correction

Submission and commitment can be separated by a delay; commitment makes the charge nonrefundable.
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e The ordering controller consists of the preference predictor and a fixed ordering rule. It can submit an order or request cancellation. The
controlled process is the merchant’s order-and-charge process. Delayed order-status feedback can reveal that the requested item is unavailable
and trigger a substitute choice.

e Development is above the ordering-system boundary. Installing parameters is not an order. In the baseline, a notice and later correction need
not prevent the charge.



Keep learning and testing separate

Assume independent and identically distributed examples (z, z,y) ~ S.

o Fixed predictor
—> Strain — Fitting — ;
Source S
\i
— > et > Evaluation

No test-to-fitting or test-to-selection arrow in this design.
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e We draw samples to construct a training set and separately draw a test set to evaluate the trained model. A random split does not by itself
establish i.i.d. sampling or a match to deployment.



Modeling: scores become preference probabilities

Represent alternatives in a common feature space: z, z € R”.

Parameters 6 € R” give scores ' 2 and 0 .

o1

Pl‘g(x ~ 2 | 3772) — e@Ti+69TZ

X

The probability of choosing z is the complement.

Bradley-Terry model; a chosen hypothesis class, not an observed customer law.

CS120
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e The model assigns each alternative a score and models the probability that one is preferred to the other. Only the score difference determines
the comparison probability. Under our label convention, choosing x is y = —1.



Learning: minimize average log loss

bog(6; 2, 2,y) = —log Pro(y | z,2)

A

1
thr)iln(e) — |Str1ain| Z(xazay)éstrain glog(97 ZU, Z, y)

Learning seeks parameters that minimize this average loss.

With the i.i.d. likelihood: equivalent to maximizing the training likelihood.

CS120

Gradient descent is one fitting algorithm.
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e Negating and averaging the log-likelihood gives the empirical-risk objective. The objective is differentiable with respect to the model param-
eters, so gradient descent is a popular algorithm. The objective and the algorithm are distinct; a finite minimizer need not exist on every
dataset.



Inference predicts; the ordering rule acts

Fix the fitted model . Choose the higher-scoring option:

—1: choose x

O0'x>0"2 Y

Otherwise y = +1: choose z

Ties choose 2.

CS120

This is a prediction; the ordering rule separately turns it into a purchase instruction.
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e This rule picks the option with the highest predicted probability, breaking ties in favor of x. Converting a probability into a classification and
converting a classification into a purchase instruction are separate operations.



STPA 3: an unsafe ordering action

Comparison Pairs and choices Model fitting
collection (z,2,7) and evaluation
Install 6

(not an order)

Ordering-system boundary

Ordering controller

Y

- Shbmit / cancel Merchant
Available (z,2) Preference g Ordering >
. . . order + charge
food pair predictor Tielies rule <
process
A Order status

Order notice Correction /

cancel request

Y

Customer

— Data / installation —p Control action —p Status / notice / correction

Unsafe ordering action: The ordering controller submits = when the intended choice is z, while the order can
become nonrefundable before correction.
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e The ordering controller submits an order for x when the customer’s intended choice is z, while the order can become nonrefundable before
the customer can correct it. The unsafe control action is submission in this context, not the prediction alone.



CS120

Roadmap

Learn a predictor inside an ordering system

Evaluate a claim, not just a score

Probe what the pipeline leaves unresolved
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e Learning gives us a predictor, but it does not by itself tell us whether that predictor will behave well on inputs that were not sampled during
training.



Training, test, and population risk

Switch to bounded zero-one evaluation loss, not fitting log loss.

f{train(é) Average error on training examples
]%test(e) Average error on held-out test examples
Rs(6) Expected error on the source distribution

RS(Q) — IEE’(zr:,z,;y)f\ug[601 (@9 (ZE‘, Z)a y)]

CS120
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e The training, test, and population risks now all use zero-one evaluation loss. Training risk is measured on the examples used to obtain the
predictor. Since we can only sample S, the test average estimates population risk.
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What does held-out evaluation support?

Sampling Test examples are i.i.d. from S.
Independence The predictor is fixed independently of these examples.
Estimation Bounded loss; sufficient sample size; reported uncertainty.

Good test performance supports good performance on future samples from the
same S.

Finite-sample evidence, not correct behavior on every future input.
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e We cannot use training risk directly in the same way because the fitted model depends on the training data. A training-based argument
requires separate reasoning about the learning procedure and hypothesis class.



Generalization: behavior and evidence

Low population error and a small training-to-population gap are different properties.

One sufficient learning argument:

A

Rtrain(é) S r, Sup@e@ |RS(‘9) _ Rtrain(e)’ S €

—  Rg(0) <r+e

The uniform bound needs justification; any confidence qualification carries through.

A predictor can perform well without anyone collecting an independent test set.

CS120
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e A small gap alone permits high error on both training and population examples. Low training error plus a justified uniform bound gives a
sufficient low-risk argument.

e Held-out samples instead support estimating a fixed predictor’s risk. Assumptions sufficient for that inference are not automatically necessary
conditions for the behavior.



When does model error measure harm?

For error to correspond to Ly per order:

Population and labels Ordering episodes match .S; labels give the intended binary choice.

The prediction is faithfully ordered and charged before effective correc-
tion.

Baseline execution

Pr(Ly per order) = Rg(0) under those assumptions

For zero-one loss to represent disutility:

u=a—>bly, b>0 with fixed a,b

Equal-cost errors, up to positive affine rescaling. Equal prices alone do not imply this utility shape.

CS120

32



e The event correspondence is conditional on labels and control structure. Treating zero-one error as disutility further assigns the same cost to
each error and the same lower cost to each correct choice, up to positive affine rescaling.

e Preference labels alone do not identify utility differences. Error frequency is not monetary severity or preference regret, and does not establish
acceptable risk over the intended exposure. Effective confirmation changes the error-to-harm relationship.



STPA 4: from a freshness shortcut to a charge

A hypothetical harm scenario

1 Development comparisons confound food type with freshness.

9 Both substitutes are fresh; the customer would choose spinach. The freshness-based
predictor ties and returns § = —1 for x = Apple.

3 The ordering rule submits the apple order: an unsafe control action occurs.

4  The merchant commits before notice. Later correction cannot prevent L.
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e The scenario combines a development-data relationship, a learned prediction rule, an automatic control action, and ineffective feedback timing.
It is a possible causal account, not an observed training result.
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From the scenario to requirements and evidence

Proposed requirement

Evidence to seek

Limit prediction error under the given ordering
conditions to a justified tolerance.

Independent labeled comparisons under those
conditions, with evaluation uncertainty re-
ported.

Require explicit customer confirmation; with-
out confirmation, do not allow nonrefundable
commitment.

Log confirmed, rejected, delayed, and miss-
iIng responses; inspect actual order and charge
records.

Model-level requirement versus proposed system control; neither evidence substitutes for the other.
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e Prediction evaluation does not establish correct order execution, effective correction, or an adequate tolerance for the harm and exposure. A

nonzero error tolerance does not by itself establish the categorical constraint SCr.
e Confirmation is proposed, not baseline. Even correct enforcement does not alone establish that confirmation matches the customer’s intended

choice.



Proposed confirmation changes the control structure

Comparison Pairs and choices Model fitting
collection (z,2,7) and evaluation
Install 6

(not an order)

Ordering-system boundary
Ordering controller
\
Shbmit / cancel Merchant
Available (z,2) Preference v Ordering >
) ™ . - order 4 charge
food pair predictor Tielies rule <
process
A Order status

" | |
I I
I I _
1 1 Order notice Correction /

I
: 1 cancel request
I I
1 1 \
] 1 . . .
1 1 Confirm this choice?
L I - Customer

Confirm / reject
— Data / installation — Control action — Status / notice / correction — — Proposed confirmation

Proposed, not implemented: without confirmation, do not allow nonrefundable commitment.
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e The second requirement is a proposed system control addressing SCr, not a feature of the baseline system. Confirmation must concern the
current selection and be enforced before nonrefundable commitment. Drawing the paths does not establish either property.
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Roadmap

Learn a predictor inside an ordering system

Evaluate a claim, not just a score

Probe what the pipeline leaves unresolved
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e Good predictive performance may identify a set of acceptable predictors rather than one particular predictor.



Good performance can leave a set

Good predictive performance may identify a set of acceptable predictors rather
than one particular predictor.

O = {# € O: Rg(h) < infpeo Rs(d) + €}

Which predictors can the pipeline return with the same effective validation performance?

CS120

The population-level set need not be the set of outputs of a particular pipeline.
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e A performance criterion can admit multiple predictors. Distinct parameter values alone do not establish distinct behavior, and membership in
this population-level set does not establish that a particular pipeline can return the predictor.



Underspecification is a pipeline property

Predictor A
Fixed training data, model

class, and procedure

Predictor B

Otherwise incidental choices can yield distinct, validation-equivalent predictors.

CS120

This becomes consequential when those predictors differ in application-relevant
behavior.

D’'Amour et al., JMLR 2022
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e A machine-learning pipeline is underspecified when it can return multiple distinct, validation-equivalent predictors with core components held
fixed. Validation here judges which outputs are acceptable during development. The diagram shows a possibility, not measured results.



Three ways to stress-test a behavioral requirement

Test food-type preference at comparable freshness for the same customer.

Stratified Report performance on fresh-spoiled and matched-freshness subsets.
Shifted Collect a new population S’: both foods have comparable, acceptable
freshness.

For photographs, alter the background while preserving food and fresh-
ness; justify the expected invariance.

Contrastive

Each probes a specified behavioral requirement, not complete safety.

D'Amour et al., JMLR 2022
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e Subgroup differences indicate a gap, not by themselves freshness use. Too few matched comparisons require more data. A shifted test supplies
evidence about that particular change. Contrastive tests require a justified anticipated effect.
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Test repeated runs, not just one predictor

1 Hold training data, model class, and procedure fixed.
2 Vary an otherwise incidental choice, such as a training seed.
3 Identity effectively validation-equivalent outputs, accounting for uncertainty.

4  Compare those outputs on the same application-relevant stress test.

Seed changes need not yield different predictors; one failed predictor is insufficient.
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e Define a meaningful stress-test difference and effective validation equivalence. Failure to detect a validation difference does not automatically

establish equivalence. Seed changes need not alter this Bradley-Terry predictor.
e A positive result is a model-level difference, not an unwanted charge or evidence that SCr holds. A negative result constrains only these runs

and this test.



Evaluation also creates selection pressure

An evaluation criterion does two jobs:

CS120

Evidence Produces evidence about a fixed predictor.

Selection Helps determine which predictor we get.

Once evaluation results are used for selection, the selected predictor is no longer
independent of that evaluation data.

Fresh held-out data, or an additional argument accounting for selection.
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e Degrees of freedom left unresolved by the pipeline can become directions along which optimization pressure acts. Selection changes the
evidence relationship. Fresh evaluation addresses reuse, not construct validity or complete coverage.
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Discussion setting: food preferences

A predictor learns from human choices between pairs of foods. The intended
construct is preference between food types at comparable freshness. Development
comparisons may instead confound food type with freshness.

Use this setting for the stress test and repeated-run comparison.
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e Freshness can genuinely influence recorded choices without identifying the intended matched-freshness preference. The baseline ordering rule
submits the predicted choice automatically.



Discussion: generalization and underspecification

Use the food-preference task and the baseline food-ordering control structure. Keep L,
Hp, and the unsafe ordering action fixed.

For questions 2-4, connect the evaluation to the predictor’'s role in the harm scenario:
state what observation your proposed evaluation would supply and what would remain
unestablished about SC'r.

Do not assume that the proposed confirmation control has already been implemented.
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e In the harm scenario, a freshness-based prediction contributes to an unsafe ordering action; automatic submission and late feedback complete
the path to L. Predictor evaluation alone does not establish that the system prevents a nonrefundable purchase contrary to the customer’s
intended choice.
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Discussion: generalization

Come up with sufficient conditions for a predictor to generalize, how is this
distinct from necessary conditions?
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e The distribution, loss, and target property matter. Low empirical loss plus a justified uniform bound is one sufficient learning argument, with
the bound’s confidence qualification. Held-out estimation is a different argument and is not necessary for the predictor to perform well.
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Discussion: stress testing

Design a stratified, shifted, or contrastive evaluation for the food-preference
predictor.
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e An evaluation can supply matched-freshness error estimates or evidence of sensitivity to a justified intervention. Subgroup error differences
alone do not prove freshness use. These observations concern the predictor in the harm scenario; timely correction and prevention of
nonrefundable commitment remain unestablished.
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Discussion: underspecification

What comparison across repeated training runs would demonstrate consequential
underspecification, rather than merely one poorly performing predictor? Explain
what consequential underspecification your group's stress test could elicit.
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e The relevant observation is a meaningful difference on the group’s stress test among validation-equivalent outputs of repeated runs, with
uncertainty accounted for. One failed predictor or a changed seed is insufficient. Such variation concerns the predictor’'s contribution to the
harm scenario, not whether SC'r is enforced.
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Discussion: selection pressure

If developers use those evaluation results to choose a predictor, what additional
evidence is needed afterward?
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e Fresh held-out evaluation of the frozen predictor can supply new error or stress-test estimates; an alternative argument must account for
selection. The population and metric must match the claim. Fresh data do not establish the ordering and feedback controls required for

SCF.
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Generalization and safety are different claims

Training Fit to observed examples under the chosen loss.
Generalization Behavior under a specified population distribution.
Stress testing Behavior under a specified subset, shift, or intervention.

A harm-related claim requiring controls, evidence, and an adequate

System safety _ e
risk criterion.

Evaluation provides evidence and, when used for selection, helps determine which pre-
dictor we get.
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e A harm scenario connects model behavior to the control structure. Requirements need evidence of implementation and effectiveness; predictor
performance alone is not the whole safety argument. The next meeting examines proxies and model-selection pressure.



