| ecture 3: What Counts as an Assurance Claim?

CS120: Introduction to Al Safety - September 29, 2026, Zachary Robertson



e Meeting two asked what object a safety claim concerns and how to choose its boundary. Specifying that object makes the question precise,
but does not justify an answer. This meeting connects a scoped assurance claim to a hazard-analysis artifact and the evidence it requires.

e The central distinction is among an analysis activity, an observation, a proposed safety constraint, and a supported conclusion. Rismani et al.
and Mylius are the two discussion readings. The empirical comparison by Abdulkhaleq and Wagner is optional reading.



We analyzed the system. Have we assured it?

Hypothetical shutdown-drill for agent accessing an information-system.

Activity We defined the deployment boundary for an agent.
Observation An access shutdown drill succeeded.
Claim The deployment adequately controls information-loss risk.

What connects the activity and observation to a supported conclusion?
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e Defining a boundary is an analysis activity. A successful drill, if actually observed under specified conditions, is an experimental observation.

A statement about controlling information-loss risk is a claim.
e A claim can be proposed before it is supported. An assurance argument explains why relevant evidence supports that particular claim

under stated assumptions, while addressing uncertainty and limitations. Neither doing an analysis nor obtaining one favorable observation
automatically supplies that argument.
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Roadmap

Claims and hazard-analysis methods

Worked example: shutdown and its limits

Evidence, discussion, and application




e An analysis activity is separate from an observation, and both are separate from an assurance claim. We introduce three hazard-analysis
methods that structure the search for reasons a system could become unsafe.



Make the assurance claim specific

Under specified assumptions about S, B, and O, residual risk R of harms L arising
from hazards H satisty criterion C' over exposure E.

What? System S; boundary B

Against what? Hazards H:; harms L: residual risk R

Conditions and stan-

dard? Operating conditions O; criterion C'; exposure E
ard?

Think conceptual checklist, not quantification theater!
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e The template groups the ingredients of a decision-relevant assurance claim. The system and boundary specify what is being assured. Hazards,

harms, and residual risks specify against what. Operating conditions, an acceptance criterion, and a reference exposure or time horizon qualify
the claim.

e Risk characterizes possible outcomes and their likelihood and severity. Choosing a criterion does not determine the risk. The adequacy of the
criterion for the intended decision also needs justification.

e Hazards do not necessarily result in harm. A well-specified proposed claim can still lack adequate supporting evidence. This is a guide, not
quantification theater!



Exposure changes the claim

Let A; be the specified event on task <.

Assume: the events are independent and each has probability p.

P(UL Az‘) =1-(1-p"

For fixed p > 0, this tends to 1 as /N grows.

If every task shares the same event A, the cumulative probability stays P(A).

The equation says nothing by itself about severity.
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e A small per-task event probability need not imply a small cumulative probability.

e The result depends on fixed event probabilities and independence. If every task shares the same event A, the union is simply A, and its
probability does not increase with the task count. Other dependence structures can behave differently.

e This is a limited formal version of Murphy's law. The assumptions matter: events could be dependent or even identical, and the equation
says nothing about severity.



Hazards do not require component failures

Failure A component or process departs from intended behavior
Hazard A system condition that can lead to harm
Harm A realized negative outcome to interests

Harm scenario: how causal factors can produce a hazard and loss

Safety constraint: a condition required to prevent or mitigate the hazard

Reminder: a failure is not a prerequisite for a hazard.
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e The readings use partially overlapping vocabularies. In this lecture, a failure is one possible causal factor, a hazard is a system condition that
can lead to harm, and a harm is a realized negative outcome. Hazardous interactions can arise even when individual components behave as
specified.

e For example, here is a harm scenario. An agent might follow procedure while leaving sensitive outbound work running. We call an account
of the causal factors and hazardous context a harm scenario; STPA uses the term loss scenario. A safety constraint states what must hold to
prevent or mitigate the hazard.
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Three analysis methods

Method How it organizes the investigation

Failure Modes and Effects Analy- Component or process failure modes, their causes, and their
sis (FMEA) effects

Fault Tree Analysis (FTA) A specified top event and combinations of contributing events

Systems-Theoretic Process Anal- Losses and hazards, then control structure and actions unsafe
ysis (STPA) in context

Different analytical focuses, the choice to focus on STPA is not a ranking of methods.
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e Failure Mode and Effects Analysis starts from component or process functions and examines failure modes, causes, and effects. Fault Tree
Analysis works backward from a specified top event to combinations of contributing events. System-Theoretic Process Analysis examines

control and feedback in the context of losses and hazards.
e The main distinction is the analytical focus. STPA does not begin by enumerating control actions in isolation: its purpose, losses, and hazards

must first be defined. We introduce the three methods briefly and then practice one small STPA application.
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FMEA: start with how an element could fail

Function Monitor outbound activity and raise relevant alerts
Failure mode No alert when a qualifying event occurs

Possible causes A disabled rule or unavailable telemetry

Possible effects Delayed intervention; continued exposure
Candidate controls Configuration checks and telemetry-loss detection

Causes explain the failure mode; effects describe what may follow.

14



e Thisis a FMEA example.

e The candidate controls should be investigated rather than assumed effective. A configuration check might catch a disabled rule while failing
to detect a blind spot in the monitoring design. FMEA can also include prioritization, but a full scoring procedure is outside this introductory
example.
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FTA: work backward from a top event

Hypothetical, incomplete fault tree for one outbound route

Protected data crosses the boundary

after the shut

own deadline

AND

Post-deadline send attempt

Outbound check does not block

/
OR
|

Check bypassed Unauthorized send

allowed

Assume: only this route is modeled; no other barrier blocks it; an enabled send crosses the boundary.

Gate logic does not justify multiplying event probabilities.
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e In this toy route model, protected data crossing the boundary after the shutdown deadline requires a post-deadline send attempt and an
outbound check that does not block it. The latter occurs if the check is bypassed or allows the unauthorized send. The AND/OR gates
express these proposed logical relationships.

e The model assumes that this is the only route being represented, that no other barrier blocks the transfer, and that an enabled send crosses
the boundary. It is explicitly incomplete as a model of a real deployment. The top event is not necessarily identical to the overall loss of

interest.
e A logical AND does not make contributing events independent. Multiplication of probabilities would need additional assumptions or appropriate

conditional probabilities. A fault tree also does not establish its own completeness, the accuracy of its event definitions, or the quality of
probability estimates.



When could an action be unsafe because of its context, omission, timing, or order?
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STPA: examine control and feedback

Controller

Control action

Controlled process

Feedback

Control can be unsafe even when individual components behave as designed.

Leveson and Thomas, STPA Handbook, pp. 36-43
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e A controller acts on a controlled process and receives feedback about its state. A controller may be human, organizational, or technical.
STPA asks which control actions, provided or not provided in particular contexts, can lead to hazards.

e The STPA Handbook distinguishes causes of unsafe control actions from circumstances in which otherwise appropriate control actions are
improperly executed. Continued activity after a command does not, by itself, identify an unsafe action by the human controller.
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Hazard analysis I1s not an assurance argument

Representation, loss scenarios, and candidate constraints

Missing justification

Are the constraints implemented correctly and effective under the intended con-
ditions?

Is the coverage adequate, and how uncertain is the residual risk?

Conclusion to justify: the scoped risk criterion is met.
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e A representation, a set of loss scenarios, and a proposed safety constraint are useful analysis artifacts. They do not establish that the constraint
is implemented correctly, that it controls the relevant mechanism under intended operating conditions, or that the remaining risk satisfies an
adequate acceptance criterion.

e The analysis also does not establish its own coverage or completeness. A poorly performed analysis can create an appearance of comprehen-
siveness while omitting important mechanisms. An assurance argument must explain why the available evidence and assumptions support the
scoped conclusion, including limitations and uncertainty.
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Claims and hazard-analysis methods

Worked example: shutdown and its limits

Evidence, discussion, and application
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e We follow a shutdown control loop in an internal research-agent deployment. The four STPA stages take us from the purpose of the analysis
to harm scenarios and candidate safety constraints.



STPA: four stages

Stage 1: Stage 2: ?;:ﬁfi;: Stage 4:
Define Purpose > Model the —> Unsafe Control —>> Identify
of the Analysis Control Structure . Loss Scenarios
Actions .
| |

Identify Losses, Hazards I_ — - ~T — 9 |_ —l» — «T - q [— — — - 5
Define | | |
System _ | J y | < l <

Boundary ‘ Environment | | | I l —l—>|
- | | ¢ ? | | [¢J T | | 7|
| System I | | | | |
| | | | | |

B £ -

Leveson and Thomas, STPA Handbook (2018)
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e The case study follows four stages. First, define the purpose of the analysis, including the losses and hazards of concern. Second, model the
control structure. Third, identify unsafe control actions. Fourth, identify loss scenarios, which explain how those actions could arise or why
control could be ineffective.

e These stages help us derive safety constraints. Assuring that the constraints actually work requires separate evidence.
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Case: an agent working with sensitive research

Stage 1: setting and boundary - deployment, not predeployment development

Deployment boundary: relevant company controls

Research leadership Protected
and incident rules repository
l Authority l Data
Shutdown
-
Blue Team Agent and harness
-

Start /st
ar/sop>

Tool execution

and outbound paths

Da

Deployment Environment

Activity

Y

* Ack.
I
I
: Incident notification
I

Incident and activity

monitoring

Proposed cessation confirmation

External

internet

Simplified model based on Mylius.
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e In the first stage, define the setting and purpose of the analysis. In Mylius's example, an Al company deploys an LLM agent internally to
execute research tasks involving sensitive intellectual property. Through a harness, the agent accesses a local code repository and webpages.
e The object of assurance is the deployment system. The company’s relevant technical and organizational controls sit inside the system
boundary. The external internet sits outside it. Predeployment development and evaluation of the control protocol are outside this analysis.



CS120

Specify the loss, hazard, and constraint

Protected information is available to an agent-controlled outbound action

Hazard H~ ) _ e : o
without an effective restriction to authorized recipients.

Protected research intellectual property is disclosed to an unauthorized

Harm L* -
external recipient.

Safety Constraint The deployment must prevent protected research information from being
SC* transferred to unauthorized external recipients.

The hazard is an upstream condition; the loss is unauthorized disclosure.
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e We define the purpose narrowly. The harm is unauthorized disclosure of protected research intellectual property. The hazard is a condition
in which the agent can act on protected information through an outbound path without an effective restriction to authorized recipients. The
safety constraint is to prevent unauthorized transfer.

e This is the key intervention point: we have specified what to prevent, but not how the system creates the hazard. Next we model the control
structure to identify unsafe control actions that could lead to the harm.



Model the shutdown control loop

Stage 2: control structure - command acknowledgment is not cessation

Deployment boundary: relevant company controls

Research leadership Protected
and incident rules repository
l Authority l Data
Shutdown
> Start/stop | Tool execution Dafa _ External
Blue Team Agent and harness _
< and outbound paths Internet

Deployment Environment

Activity
Y

Incident and activity

Incident notification

Ack.
*
I
I
I
I
I

monitoring

Proposed cessation confirmation

Simplified model based on Mylius.
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e |n stage two, we model the control structure as a shutdown control loop. The Blue Team acts on the Deployment Environment with the

available action of shutting down deployment. Feedback notifies the team of suspected exfiltration.
e We also add a requirement for feedback confirming that shutdown actually stopped the relevant activity. Acknowledging a command is not

the same as carrying it out: a worker might remain active, or a queued job might still execute.



When would shutdown control be unsafe?

Stage 3: identify unsafe control actions
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Not provided when needed Provided when unsafe

Too early, too late, or wrong order Too long or stopped too soon, if applicable

Example unsafe control action: the Blue Team delays shutdown after an identified exfil-
tration attempt, while continued operation can permit disclosure.

Controller 4+ action 4+ unsafe timing + hazardous context

Mylius, Table 4; STPA Handbook, pp. 36-38
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e Stage three identifies unsafe control actions. An action can be unsafe because it is omitted, provided in the wrong context, or provided at

the wrong time or in the wrong order. For maintained actions, duration can also matter.
e Suppose the team delays shutdown after an exfiltration attempt is identified. During this delay, the attempt or a later disclosure could succeed.

We know which control action is unsafe, but not why it occurs.



Why might the unsafe action occur?

Stage 4: an abbreviated harm scenario
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4

An attempted exfiltration is identified.

Research pressure and reliance on heightened monitoring delay shutdown.

Security lacks authority to enforce interruption.

Continued operation allows the attempt, or a later disclosure, to succeed.

Conflicting priorities and insufficient authority can delay intervention.

Mylius, Table 5 and Section 3.5
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e Stage four identifies harm scenarios. This stage explains the causal factors that could produce unsafe control or prevent an appropriate action
from being effective.
e In Mylius's scenario, an exfiltration attempt is identified, but research pressure and reliance on heightened monitoring delay shutdown. Security

lacks the authority to enforce interruption. Continued operation permits disclosure. Conflicting priorities and insufficient authority explain
why the unsafe delay occurs.
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Derive candidate safety constraints

Proposed requirements, not validated safeguards

Authority The responsible role can interrupt research work.

Execution The role has the technical ability to enforce interruption.

Conflicting goals Research/security disagreement cannot indefinitely defer intervention.
Timing Relevant activity ceases within A of an explicit trigger.

Feedback Cessation status is supported by observations of that endpoint.

The trigger, cessation endpoint, and harm-based justification of A must be specified.
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e From this scenario we can derive candidate safety constraints. Security personnel need sufficient organizational authority and the technical
ability to enforce shutdown. Incident procedures need a way to resolve conflicting priorities before an incident occurs.

e Shutdown must occur within a specified response time. We need to say when the clock starts and what counts as stopped. Starting at
incident detection includes decision and command-delivery delays; starting at command receipt does not. The allowed delay must be justified
by the harm scenario, and feedback must confirm whether the relevant activity actually stopped.
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What evidence would test those constraints?

Candidate constraint

Authorize and enforce inter-
ruption

Resolve research /security dis-
agreement

Cease relevant outbound work
within A

Cessation status tracks actual
activity

Evidence to seek

Permission review + exercise using the
actual emergency role

Conflicting instructions; senior staff
unavailable

Time alert, decision, command, jobs,
final outbound activity

Compare status, workers, outbound
data; missing telemetry

What remains unresolved

Listed permission does not show action
under pressure

One cooperative exercise does not cover
incidents

A needs justification; tests have limited
coverage

Shared blind spots can make logs agree
incorrectly
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e The safety constraints need to be verified. First, they must be correctly implemented. Second, they must be effective under the operating
conditions that produce the harm scenario. A permission listing is not enough: exercise the actual emergency role, including conflicting

instructions or unavailable senior staff.
e Measure the delay from alert to decision, command receipt, and final outbound activity. Compare the displayed shutdown status with what

workers and outbound paths are actually doing. Tests should include missing telemetry and relevant loads. Passing a test still leaves questions
about coverage and generalization.



Shutdown assurance is not non-disclosure assurance

Timely shutdown may avert a pending disclosure or limit additional loss.

Working shutdown does not, by itself, establish:

Detection of every exfiltration attempt

Coverage of every outbound path

Prevention of all unauthorized disclosure

Narrow the claim, or supply the additional controls and evidence.

CS120

40



e Working shutdown can prevent a pending disclosure or limit additional loss. It does not establish that every attempt is detected, every
outbound path is controlled, or no disclosure has already occurred. Evidence that a command stopped activity supports a narrower claim than
evidence that the deployment prevents unauthorized disclosure.

e Hazard analysis helps us identify harm scenarios and derive safety constraints. Assuring that those constraints actually work requires separate
evidence and an argument that the remaining risk is acceptable.



CS120

Roadmap

Claims and hazard-analysis methods

Worked example: shutdown and its limits

Evidence, discussion, and application
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e The hazard-analysis process can itself be an object of assurance. What do we mean when we say a method is effective? We then apply these
distinctions to a shutdown observation and a proposal for scaling oversight.
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What does it mean for hazard analysis to be effective?

Procedure Can analysts follow the intended method?

Agreement Do analysts arrive at similar findings?

Identification Does the analysis identify relevant hazards or requirements?
Harm reduction Does implementing its findings reduce harm?

Each is a different claim about the analysis process.
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e What claim are we making when we say a hazard-analysis method is effective? Can analysts follow the intended method? Do they arrive at
similar findings? Does the analysis identify relevant hazards and requirements? Does applying the findings reduce harm in a real system?

e These are different claims and need different evidence. Analysts can agree while sharing an omission. Producing more requirements does not
by itself show that the important hazards have been found or that harm has been reduced.
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What can a comparison study establish?

Study 21 students; three teams; three controller examples
Outputs Software safety requirements
Finding STPA scored higher on the reported-requirements measure and took longer.

The reference denominator came from the methods’ own findings.

Not an independent true hazard set; not a test of deployment-level harm reduction.

Optional context: Abdulkhaleq and Wagner, Section 4.14, Tables 6-7
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e Abdulkhaleq and Wagner compared FMEA, FTA, and STPA with 21 students and found different trade-offs. STPA recovered a larger fraction
of the pooled reported software safety requirements, but took more time. It was rated more applicable than FMEA. No statistically significant
differences were detected in understandability or ease of use; this does not establish equivalence.

e The recall measure is not the same as finding more hazards. Its denominator comes from the methods’ own reported requirements, not an
independently established true set of hazards. More importantly, the experiment did not test whether implementing the requirements reduced
deployment-level harms.



From a scenario to a justified claim

Scenario Constraint Evidence Scoped claim
How could the - What must - Implemented? - Why is the
hazard arise? hold? Effective? criterion met?

Assumptions and limitations qualify every link.

New evidence can require revising the model, scenario, constraint, or claim.

Coverage of the analysis and adequacy of the criterion also require justification.
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e A harm scenario explains how a hazard could arise. A safety constraint states what must hold to prevent or mitigate it. Evidence must show
that the constraint is correctly implemented and effective under the relevant operating conditions.

e An assurance argument connects that evidence to the residual-risk claim. New evidence may reveal a missing scenario, an ineffective constraint,
or a claim that is too broad. The coverage of the analysis and the adequacy of the risk criterion also need justification.
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Discussion: shutdown case

The harness acknowledged shutdown, but a queued job kept transmitting data.

Deployment boundary: relevant company controls

Research leadership Protected
and incident rules repository
l Authority l Data
Shutdown
-
Blue Team Agent and harness
=

Start/stop
———

Tool execution

Active / queued jobs

Da

Deployment Environment

Activity
y

* ACk
|
|
: Incident notification
|

Incident and activity

monitoring

Proposed cessation confirmation

External

internet
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e The harness acknowledged shutdown, but a queued job kept transmitting data. This observation tells us that acknowledgment and cessation
came apart. It does not yet tell us why.

e Use the control structure to compare possible explanations, propose a safety constraint, and identify the evidence needed to test it.
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Discussion: diagnosis

Give two different causal explanations consistent with this observation. What
additional evidence would distinguish them?

Compare explanations before choosing one.
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e Separate what was observed from what you infer. Two causal explanations should describe different mechanisms, not just restate the outcome
in different words.

e For each explanation, identify the relevant control relationship and an observation that could distinguish it from the alternative. A loss scenario
can involve an unsafe control action or an appropriate action that was not effectively carried out.
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Discussion: constraint and test

Choose one explanation. Propose a shutdown requirement and a test that could
reveal a violation. What would passing that test still leave unestablished?

Make the requirement and the observed endpoint agree.
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e A shutdown requirement should specify its trigger, what must stop, and by when. A useful test states what observation would reveal a
violation. The measured endpoint needs to match the requirement, rather than substitute an easier observation such as command receipt.

e Passing a finite test leaves questions about other loads, paths, and failure mechanisms. Keep evidence that activity stopped distinct from
evidence that disclosure never occurred.



CS120

Discussion: scaling oversight

The team plans to scale from a few agents to hundreds. It proposes using an LLM to
generate hazard analyses or monitor incident logs for incomplete shutdowns. Choose
one role. Describe how this could produce false assurance as the deployment scales.
What evidence would you require before relying on it?

Choose one role: hazard analysis or incident monitoring.

56



e The assurance mechanism is now itself an object of assurance. Choose either hazard analysis or incident monitoring. Explain a specific way
the proposed LLM could create false assurance, and how that problem could change as the deployment scales.

e Automation may make analysis or monitoring cheaper without making its conclusions more reliable. What evidence would justify relying on
the chosen role? Distinguish what the automation produces from what it actually establishes.
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Specifying, analyzing, and assuring differ

Activity We defined a boundary and analyzed a scenario.
Observation A hypothetical shutdown drill succeeded.

Constraint Relevant work must cease within a justified deadline.
Conclusion Requires evidence and an argument for the scoped claim.

Hazard analysis helps derive constraints. Assurance requires evidence that supports
the intended claim.

Next: Module 2, model behavior. Scoped claims and proportionate evidence remain necessary.
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e Hazard analysis does not provide assurance by itself. It structures the search for reasons a system could become unsafe. The resulting safety
constraints need to be correctly implemented and effective under the relevant conditions. An assurance argument must explain why the

evidence supports the residual-risk claim.
e Next we turn to model behavior. The same questions remain: what is being claimed, under which conditions, and what does the evidence

actually establish?



